HPL 2.0
Design of the new engine

1 Graphics
1.1 Pipelines
1.1.1 Main renderer

The following rendering pipeline is used to render from the camera as well as water reflections and other things. The RenderList that is sent to the renderer shall contain settings such as skip transparent, if shadows are on or off, etc. The renderer class itself does not save any of these settings but merely takes some input and renders it.
1) Setup
Input for the rendering is Frustum, RenderList, and render target. 
Setup the render target, compile all portal combined frustums (or do this as portals are found visible, this might be better. However there might be portal connections from other sections and that might screw things…) and other things to get rendering up and running. Clear results in the render list (not all some info might have to be saved) from last rendering and make sure all is ready.
2) Z-buffer
First determine what sector the camera is in and then using a frustum test to determine which objects that are visible and put these in a list.
From the created list determine X number of vision-blockers that will be rendered first, front to back. Vision-blockers shall be objects that take up a large portion of the screen and/or have some user flag set. 

After that bounding boxes (or higher grid hierarchy and transparent objects) and normal geometry in the current sector are for frustum-checked, rendered front to back with occlusion query turned on, determining what objects are visible. When portal turns out to be visible, the sector in that portal connects to is checked with a combined frustum (eye and portal frustum) and rendered as the first sector, but without using any vision-blockers.
Results from the above is saved in the render list (which is sent to renderer at start) and saved for later frame renderings.
3) Compile lists
Go through the previous generated list and create sorted lists for all upcoming render passes. It is important that it should be easy to add new kinds of lists.
4) G-Buffer
All opaque objects are rendered to the G-buffer. If motion blur is used, all objects must have a previous matrix stored (and they should have that now).
5) Decals 
Render all decals directly to the G-buffer. 

6) Illumination

Render all objects with illumination. Render all in any order and use additive rendering for all. Even though this is forward render pass, it should be no problem since the there are so few illumination areas on the screen at any time and would be a waste to draw it all with a fullscreen quad and use 24 bits in the G-buffer.
7) Volumetric effects
Render fog, volumetric lights and so on.

8) Transparent objects

Render all transparent objects from back to front using forward rendering.
1.1.2 Post effects
The Post effects class should have some predefined filters (motion blur, depth of field, bloom, etc) and shall also allow for user effects that can be plugged in anywhere during the pipeline, for example after motion blur but before depth of field. 

As input for the post effect pipeline is a class that contains list of all the filters to be used. The post effect renderer then goes through the filters one by one, the output of a one being the input of the next.
1.2 Visibility culling

1.2.1 Overview

The base shall be a portal based and occlusion query system where the portal system's sectors can also be used for other per-room effect such as ambient, intensity, sound and more depending on what is wanted / can be added. 

The portal-sector system is the high level culling and is mostly used to separate an gamearea from another, for example two rooms, where the doorway between as the portal. For tighter quarters sectors might be used more frequent to get good culling.
The query systems check for visibility in side a sector by rendering bounding boxes that are hopefully fond non-visible, making it possible to discared a bunch of objects.

1.2.2 Storage

Update 080206:
I do not think that the using the grid system for static objects will be optimal. It will probably be better to have the grid system only for dynamic models and then use some other structure for static. Different statical types to check are:

· Octrees, These do not fit the objects tight enough though.

· Kd-Trees: Seem quite good, need to investigate further.

· AB-Trees: (adaptive binary trees) need more research.
For Dynamic stuff perhaps one can just use the static container and then use the result of the static rendering and then simply brute force it all (perhaps some specially marked entities get a AABB collision query test).

Update 080207:
When compiling the map it would be good NOT to combine all of the static objects before setting up the special storage. If both are done at the same time then the different “chunks” can be made to align to the storage and at the same try optimize batching.

The map consists of several sectors where each sector has its own grid. Each of these grids contains all objects present in a sector. Several sector-grids might share the same objects.

The container for all geometry in a sector is a hybrid version of grid and octree to store data in the world (and also to do path finding and other things, but that is handled later on perhaps with a different grid). Here it is called hierarchical grid system. 
The system is built up like this (numbers are examples):

32m grids.
16m grids, one grid translates into 8 grids in this level.

4m grids, one grid translates into 64 grids in this level.

(perhaps use octree conventions? 32 -> 16 -> 8 -> 4).

Each level is an array of ALL tiles so that you can iterate from one tile to any tile easily in any layer you want. How these are stored is a little more tricky since we want maximum cache performance. The different grid sizes should be determined by variables and shall be tweakable per sector.

The system is made to be very suitable for dynamic objects. No new nodes are ever added or deleted after the map has been loaded making it fast to objected the struct as objects move. When added (or moved) it the largest side of the objects AABB is gotten and this determines the lowest level in the hierarchy where the object can exist. The reason for not having all objects at the lowest level is because large object would span many grid tiles and updating would be a lot slower, also it adds overhead as an already object gets added many times (and rejected) as the nodes are checked. 

(Also, a grid is that one can store all sorts of info in it and also use it as an influence map for AI. You can store how many kills happens in a grid and then make enemies avoid that grid. All this info should be at the lowest level…)
The updating of a non-static (moving) object works like this:

1. The nodes where the object was saved are stored in the object, and using this information, the object is removed from all these nodes.

2. It is determined which sectors the object below to. (The sectors themselves might be in an octree to speed up this process if there thousands (or even just hundreds?) of sectors.

3. For each sector where the object is present:

a) Determine the grid level at which the object is to be added at.

b) Transform the max and min point of the object’s AABB into the grid’s space and add it to the correct grids.

The problem is that grid systems eat up memory. But since it is saved per sector it should not be that bad.
1.2.3 Basic Culling algorithm

The way a sector is defined is one or many bounding boxes that determine what objects are included in the sector. From these bounding boxes (sub bounding boxes) a compound bounding box is created and it is this bounding boxes where the hierarchical grid systems (or what object container is determined to be used) are present. This means that grids from several sectors might overlap each other, however, this does not mean that the objects caught in this overlap belong to all sectors, since it is the sub-bounding boxes that determine if an object belong to a certain sector or not.. 
Portals are placed on intersections between sectors in the map editor and then portals are created for each of the sectors.

Using a separate grid for each sector has several advantages.. The main thing is that you save tons of memory since u can have L-shaped levels without loosing a lot of space. Also, this makes the whole culling process a lot easier since you have new separate grid with higher level bounding boxes to check with and this means that there is no way that two sectors can share some bounding volume making culling tricky.

The occlusion first find out what objects (and higher level grids) that are in the frustum. Next up X (user sets) large (aabb area in screen space) occluder objects are rendered out as “good blockers) and then checks  chunks of the map against these using occlusion quries. The blocks can have a hiearchial structure and be narrowed down. First 16x16x16 blocks, then 8x8x8 and then last 4x4x4 for example. The paper “Hardware queries made useful” outlines the technique to be used here. The different saved data needed is NOT saved in the actual sector data, but other structures specific to the current rendering. Since the method requires data from the previous frame to be available it is important that u are able to render the scene from several viewpoints (reflection, shadow maps, etc).
During this process, bounding boxes of portals are also sent in as queries and if they are visible then the next sector is added. This works just like the occlusion started but it uses one or more frustums created from portals in addition to the view frustum for the first check.
1.2.4 Implementation details

Update 080206:
There will most likely be a need to have one structure for dynamic stuff and one static for static stuff. This is going to change the algorithm a bit. First of all the X closes dynamic objects will be gotten in step 3 and if anyone is large enough, they will be rendered as a startup blocker. This is checked either by comparing with the best static blockers or to sort the best dynamic and static blockers together. The rest of the dynamic objects are tested once all of the of static objects in the sector have been rendered to the Zbuffer or if the static data has run out. The rendering should then be hierarchical.
What follows is the most important steps and details of how the algorithm is to be implemented. All rendering taking place is Z only to a z-buffer.
The technique currently only discusses the culling of a single sector. When using portals, they are also added to the query list and when they are found visible, the entire sector is gone through in the same manner except the determining of potential blockers. Also, when ONE portal to a another sector is found, ALL portals that connect from current sector to that sector is to be used. One thing that use hit me is that there might be several more portals leading to this sector, but that are located in other sectors but the current one. Perhaps compiling all the sector visibility directly is not such a bad idea?
Also, perhaps lights should be added as query if their screensize is over a certain amount and if the light casts shadow? Perhaps it is just extra uneeded work though, but might be good to test. Would also be nice to test lights after all of the Z buffer has been rendered. Then those queries can be checked after G-buffer is created and all render lists set up.

Note: TheFrustum test shall contain other tests like fog test and so aswell.
Containers used:
NodeQueue 
This is a sorted list of all the nodes that are to be checked and perhaps added as occlusion queries. It is sorted based on the camera space z value, lowest first. 
QueryList
A FIFO list of all queries that has been sent to the hardware.

NonblockedSet
A set of all the current nodes that have been found to be visible by a occlusion query. Saved in the RenderList given to renderer as input.
PrevNonBlockedSet
The Nonblocked set from the previous frame. Saved in the RenderList given to renderer as input.

FrustumVisisibleSet
A set containing all entites and nodes that have been found to be visible in the frustum.

ZRenderedSet
A set of all the entities that have been rendered.

ToBeRenderedList
A list of all objects that are to be rendered. It is not sorted.

GoodBlockerList
A sorted list of entities where the sort is based on a combination of screen space area and distance to the camera. The closer to the camer and the highter screenspace the better.

Step 1:
Clear all lists and sets except NonblockedSet which is set to PrevNonBlockedSet.

Step 2:

Go trough the entire tree structure and check if they collide with the Frustum and fills any other need set (this could be castsShadow if used when rendering shadow map or what not). 
a) If the Node is visible add to FrustumVisisibleSet.

b) If the Node is visible and at the top of the tree, add it to NodeQueue and FrustumVisisibleSet.

c) If the node is visible and contains entities, check if the children are visible and if they are add them to FrustumVisisibleSet and if they are meshes, opaque and fill a certain screen space area with their AABB add to the GoodBlockerList.

Step 2.5

Since step 2 has you going through all of the nodes, it should also be used perhaps also be used to check if a node has any children worth rendering and if not it is a waste to render it’s AABB. This so that for example the shadow map rendering do not process nodes full of no shadow casters.
Step 3:
Render the X first (and hopefully best) entities in GoodBlockerList from front to back. Add these to the ZRenderedSet.

Step 4:
Pop the first node in NodeQueue and:
a) If node is in the PrevNonBlockedSet, add all the node children, that are in FrustumVisisibleSet, to NodeQueue. If the node has any entities add check if these are in FrustumVisisibleSet and if so render them (front to back) and add to ZRenderedSet.

b) If not in the PrevNonBlockedSet add node to QueryList.

Step5:
Check if the first (or any?) query in QueryList is done and if that is the case do:

a) If the query was found visible add the node in NonblockedSet and add all the node children, that are in FrustumVisisibleSet, to NodeQueue. If the node has any entities add check if these are in FrustumVisisibleSet and if so render them (front to back) and add to ZRenderedSet.

b) If not visible, just remove from QueryList and do nothing.

If there are no nodes left in NodeQeue either do a stop and wait until a query is done or simple just render with out the test being ready (still add the results as a basis of next frame though).

Step 6:
Go to step 4.
1.3 Rendering and Shading
1.3.1 Overview

Render is going to use a  deferred rendering system.  

The pros:

· Simpler ways of batching.

· Much less restriction on lights.

· Good detail system

· Simpler to manage different shaders and handle different types of lights.

The Cons:
· Less supported cards, Radeon 9500 (or 9700) and Geforce FX is minimum.

· Less types of materials. (However having lots of it in a forward renderer is hell because of all light types and stuff).
· No MSAA

· Large texture memory requirements

· First MRT drawing to the G-buffer can be quite costly (prerendering z should speed up thigns though).

1.3.2 G-buffer

The G-buffer should have the following attributes (max = 4 x 32bit = 128bit).

Main attributes:
· 8 bits normals x 3 or 16 bit x 2 (and generate z in shader).
· 24 bit depth buffer (should be enough for in-house environments). Store the screen space depth here and not z / w (that u get in the fragment shader).
· 8bit color x 3 (alpha should not be needed).

· 8 bit specular intensity. Idea: These can be changed according to view so that for human skin the “side-facing” can be more reflective than the front facing. 
· 8 bit specular power.

Total: 80 – 88 bits.
Additional attributes:

· 8 bit x 3 illumination (this should not be needed, most would be black, better to render geometry) <- That is not true, the illumination can be added the ambient pass, if there is any ambient pass that is…  if I use box lights then ambient is not to be used… However, the time when illumination is really bad is an extra draw call is when skinned meshes or very large batched geometry are drawn again just for some small shiny spots.
· 8 bit glow. Used to create a glow around certain colors. This symbolizes how much of the base color that should be used. Perhaps this can replace illumination?
· 8 bit motion x 2 (for motion blur, but is it really needed??)
· 8 bit ambient (x 1 or x 3). (replaced by box light? Box light are just a tiny bit more expensive and in some cases perhaps even faster + no need to care about sectors for ambient = yeah ()
· 8 bit x 2 more to specular (making it 3 bits instead of one), giving color specular.

· 8 bit ambient occlusion. This could most likely be baked into the ambient term if that is to be used instead of box lights (see below).
· 8 bit Intensity, the light intensity of the scene. 0 = very dark 0.5 = “normal” 1 = very bright. This is used when drawing lights, ambient and/or when applying bloom. The reason is to wash out colors of one intensity when the camera in another. For example when in a dark tunnel, the light from the room up a head is very light. Or when in a bright room the tunnel is very dark.
· 8bit as  a material lookup index that is used to determine specular and diffuse from LightVec dot Normal and HalfVec dot Normal. This can be used simulate all sorts of things. Question is how specular maps should be handled, perhaps the material texture (a 3D texture since we need 3 arguments when material index included) shall have 2 channels, one for diffuse and one for specular and then you can modulate that with the map. Perhaps even the power can be calculated on the specular? (although we would like to use as fast lights as possible).
1.3.3 Lighting

The engine shall have the following light types:

· Directional Light. For sun light etc. Draw a full screen quad and light all objects. Perhaps it shall also have a projected texture (or cubemap?), could be great for caustics.

· Spot light. Use frustum shape when drawing. Shall have a projected texture too.

· Point Light. Draw using a sphere shape. Shall have optional projected cubemap 

· Box light. A box that applies ambient lighting over the specific area. No attenuation or shading is applied. This is better then sector ambient since an object that is between two sectors still get the correct ambient from the box.
When using deferred rendering, the lighting and shading comes very cheap and one of the major (if not the largest) rendering bottle neck will comes from shadows. Thus we want as few shadows to be drawn as possible and to draw them as quickly as possible.

On a high level there are two different kinds of lights, environmental and detail lights. These is mainly a way of separating more important lights from less important lights and then building various optimizations around this. Environment lights are important lights that give the light to the surroundings and are the main sources of light for each area. Environment lights include such things as sunlight, ceiling lamps with larger radius, etc. Detail lights are mostly for effects light weapon flashes, light from torches, equipment lights and other sources of less importance. Usually detail lights will have a less radius then environmental ones. 
Draw each light using either a frustum or sphere primitive (generate this if possible else load from model file). Use the vertex attributes as far as possible to set the properties of the light, this way several lights can be drawn in a single pass leading to efficient batching. The setup of each vertex could be something like:

Color rgb: 
color

Color a

specular

Tex0 xyz:
light position

Tex0 w:
attenuation

Tex1:

spotlight properties (or skip batching spotlights).

An important thing when batching is to keep the number of vertices for each primitive down to a minimum so that they can be updated quickly, 6 - 8 subdivisions for height and axis giving 32 - 58 vertices should be good. Each light could have their own primitive assigned so that the light properties are not to be updated at every render, only the position. For point lights the position could even be updated by addition, and skip using matrix for less CPU overhead.
Use a depth check and look for z fail to on draw on places where it hits an geometry. Could add a stencil check (same as for shadow volumes) so that you only draw where the light actually hits geometry, perhaps only on larger lights.

One optimization is to have shadows cast only from objects in the same sector, which can help reduce shadow casters in some regard.
Another optimization for detail lights is to fade them out when in a certain distance although this should not be a problem, especially when batching many lights together to a single pass.

1.3.4 Shadows

1.3.4.1 Overview

Shadow maps is what is going to be used since it simply is a lot easier to work with and support stuff like geometry with alpha. It also blend well with the deferred shader and it is easy to have different version depending on the speed you want. Can also skip all triangle data and the infinitive farplane.

Let the shadow volume thingy text still be her for consideration though. Moving it down to the end of the doc…

1.3.4.2 General Algorithm used
More to be written….
1.3.5 Refraction

Do like I am doing now, switch the texture which drawing is made to or copy a bit of the screen where the refraction is and use as input for refraction drawing. Perhaps for some materials, recreating the input texture might be skipped. Perhaps have a user setting for this?
1.3.6 Fake HDR

To make the bloom HDR effect where brighter area’s light flow into the current scene. Since using HDR is very expensive (and not supported on older cards) perhaps a technique from Shadow of the Colossus could be used. By using the depth buffer a “mask” can be made that is blurred and additivly rendered on top of the framebuffer. This would make the sky or what not appear brighter. The problem is to find out what depth values to use. Another trick to use is to have areas and objects that touch these areas get brightness variable in G-buffer based on the area. Then u simply have a current brightness value (set by same areas perhaps) and calculate the bloom need from that that. 
Perhaps simply blooming stuff that is outside of the current area also works? However, the problem is that you would only support box-shaped areas. And it would hard if several dark areas where places after on another. It feels like the first technique is the best. Also u could use the same pass as when you blur and bloom the glow (if that is used).
1.4 Material structure

1.4.1 Overview

Now when deferred shading is used, it will be a hopefully a lot easier to handle different material types since you do not have to take the light type into account. 

1.4.2 Shaders / Programs

To be able to support GLSL in a good way, the classes will look like this:


[image: image1]
When creating a shader the following function is used:

CreateShader( filename, type, entry_point, defines)

(should defines be in program loading?)

Defines is a string and each define is sepperated with a space. When name for a shader is set, it created using this formula:

[Filename] + “_” + [entry_point] ( + “_” + [defines] )

The defines are skipped if the string is empty.

When loading a shader, first load all the text to a temporary string. When loading to this string all lines containing # are skipped and instead checked for commands. The available once are: #define, #ifdef, #else, #elseifdef and #endif (perhaps more would be good). This is really useful since one file can have support for skinning, uv anim, vertex anim etc and it all depends on what defines are used. Also, using this method, Cg, glsl or d3d shaders can be used, with out referring to some internal define format. Creating some simple tool for compilation would be good.

Defines shall also be used to insert global variables like #screen_width, etc.

Programs are created using the gpu manager too and has this function:

CreateProgram(name, vtx_prog, frag_prog)

It is then saved in a set where the vtx and frag program are used as keys.

The Program must save the previous shaders set in some static var or something. That way a deriver function is not called when not needed.

1.4.3 Material

Material is basically two different classes. First one is the MaterialType that are all created at start of the program and contains shaders, help textures, setup functions, etc. The second one is the Material that has a MaterialType as an attribute and also all textures and variable attributes (for uv-animation, vertex-animation, etc.). The Material class is loaded from mat files (same design on those as now with a few options added).

All of the MaterialTypes shall be loaded at start of the the program and that represent all of the possible ways you can render stuff it will be easy to turn on and off certain features. For example if you want to turn off parallax mapping while a game is running then you can reload all of the MaterialTypes and tell them not to include parallax mapping when loading shaders. The same goes for specular, water quality etc.

1.5 Rendering list and state management

1.5.1 Overview

The existing state system is to be used with a few changes to make it more easy to have different kinds of materials and greater variability in attributes. Also use loop instead and check previous value instead of having the clumsy hierarchy of nodes (like transperant is currently handled).
1.5.2 States

1. Sector.
Id, (is this needed?)



2. Color mode. colorMode
3. Blend mode blendMode
4. Program. Program,  MaterialType, Skeleton (if used). A method from materialtype is called when setting program, perhaps have an id too, so MaterialType can have a case and not if statement.

5. Textures. Textures. Texture are gotten from function in type. This so helpers can be added at the correct places too.
6. Draw.Vertexbuffer, Material, ObjectRenderInfo (perhaps a 3 vec).
1.6 Materials types
1.6.1 Standard Lit

Objects with this material is written in the early z-pass and later on to the g-buffer the first round. They can contain diffuse, specular, specular power, normalmaps, etc. Suggestions on different types are:
· Standard (with and without normalmap).

· Parallax (height in normal alpha)

· Environment (cube map reflected).
1.6.2 Decals

When the G-buffer is filled with all of the objects with light material, all objects with decal material is drawn. These are not drawn in the early z-pass and depth write is disabled. They can contain specular, normalmaps, diffuse, etc and the diffuse (and normalmap?) can contain alpha that will blend with the diffuse (or normalmap) in the g-buffer thus creating extra nice decals.
Suggestions on different types are:

· Standard(with and without normalmap).

· Parallax (height in normal alpha). Great for bullet holes and deep scratches.

· Environment (cube map reflected). This would be good for bloodpools, water spots, etc.

1.6.3 Translucent

These are drawn after all lights have been rendered to the accumulation buffer. These must have fogging built into the shader and are depth sorted (centre z + radius?). All translucent materials have a blend mode setting with the options: Alpha, Additive, Modulative and ModulativeX2, this is a lot simpler than having a different material type for each of these, instead support multiple types is a lot simpler!

Suggestions on different types are:

· Standard

· Environment (reflection)
· Lit (see below).

If possible add some way to have lit version these if needed, for example if used by particles. Simply using the same calculation as determining light position for shadow should suffice. Suggestion on types:

· Lit Alpha. Perfect for smoke.

There shall also be some way of having refraction during these draw passes. Investigate!

Also investigate using depth to have smooth edges on the particles (when clipped against geometry).

1.7 Animation

1.7.1 Overview

Use hardware skinning for all rendering and only have a CPU based mesh that contains positions and triangles to be used for shadow casting, no need to save texture coordinates or normals. 

Also use a system that mimics how collada files (and 3d editor files in general) are built up. To do this each node (and/or entity) must be able to have a list of transforms where each transform as a name, and then an animation can be set to a specific transform. Each transform could be a 3d vector and a type variable. However, since we want to use quaterions for rotations this might pose a bit of a problem. 
2 Levels
2.1 Data format

The most important data structures on the level are:

· Sectors (containing the grids)
· Portals
· Tiles

· Static objects

· Dynamic objects

2.1.1 Sector

This is simple a collection of static objects that together define the sector space. It is defined by one or several bounding boxes. A sector also contains dynamic objects and portals. It also contains the following information:

· Ambient light.

· Intensity (if used).

· Priority.

· Sound environment (reverb, etc).

2.1.2 Portals

A gateway from one sector to another. These always belong to a specific sector and should be generated automatically using techniques  described at XX.

Portals shall inherit from Entity3D (or even renderable) so that they can be treated like a normal object when checking for visible objects in sector.

2.1.3 Tiles (remove?)
The whole map consist of  “coordinate” system of cubic tiles. A tile belongs to one sector. It stores the following information:

· Sector, 16 bits. (not so sure about this…)
· Allows movement, 1 bit

· Can be seen through, 1 bit

· Is floor, 1 bit (or perhaps Allows movement covers this?)

· Other ai data for influence maps, etc.

· Wall, floor and ceiling normal? (perhaps can be saved since you only need 7 values for each normal: no normal and 6 directions). Perhaps simply having a bit for each normal used is enough, that only costs 7 bits.

· Total: 24 bit (max should probably be ~32 bit)

2.1.4 Static objects

Static objects are devided into sets (how are these sets defined? Only for level editor purposes?) that should share as few textures as possible and will be batched together at load time to reduce amount of objects as much as possible. Only objects belonging to the same sector will be batched together.

Note that static objects does NOT need to follow the tile size or anything like that. The only place where it is good if they do is at the intersection of sectors. Static objects can belong to several sectors as well though so it is not needed.

It is often good if the static objects are aligned to the grids in some manner. For example a fence could have a length of a tile is it is easy to place several in a row.

When the static objects are loaded it is first checked so that the loaded mesh’s vertices at the bounds of the bounding box are aligned with the grid. All of these vertices are checked and if they are a distance of Epsilon (< 0.01 or something) in either dimension (x, y and z are check separately), then they are moved to be aligned perfectly. This results in much better alignment on the map later on and will help the artist make the model faster and not worry about fine-tuning that much.

Models close by and with same material are merged together. This might be a preprocessing step that is saved to a binary format. However, this format will be a lot larger and take a bit longer to load from HD. However it does not demand any cpu work once loaded. Need to check where the bottle neck is.

When two static models are merged, it is checked if any of their vertices are in the same (or almost same) position and in that case they are merged if uv allows, else just moved close to each other. If this happens to three vertices that form a triangle together, the triangle in both models is removed. This will save a hidden surface from being drawn.

2.1.5 Dynamic objects

All else that can be drawn. and at each position update it is decided which it belongs to. Can belong to several sectors.
2.1.6 Terrain

Perhaps use some simple tool to do terrain. Should have X amount of layers and you can use a brush to determine visibility of each. This require more on the map maker side than on the engine (only need special terrain shader for g buffer). This would be a good tool to make cool ground. Perhaps use heightmap?
2.2 Portal generation

2.2.1 Placed portal and bounding box

To avoid having to set what sector all static objects to se belongs to sectors could be set by users simply by placing a bounding box and then placing portals that connects the bounding boxes. If the bounding boxes are not allowed to overlap then the portal placement is really simple since you can just place one portal per sector “gateway” and then the engine can easily calculate what sectors it belong and create one portal for each sector.
When using this method, the tile does not need to contain the portal it belongs to, decreasing some memory usage of tiles. Also, you can even have (almost) arbitrary shapes for the sectors if you allow several bounding boxes to be allowed to define a sector. This work whether you have sector id stored in the tile or not. Using several colliders will also make the no-overlapping sectors criteria no-problem.

This technique has a major advantage over the computer calculated sectors which is that you do not need to have any visibility info in all static containers, which makes the artists job a lot easier. 

One could let this technique calculate the portals by itself, but that would need the visibility data which is very nice to get rid of since it makes modeler life so much easier, meaning outsourcing becomes easier too (simpler for people to make content).

3 Old stuff 

3.1 Computer calculated portals
(This is not to be used, stored for reference only)

 Portals will be generated automatically when a map is saved or when a user decides to look at them in the map viewer (by clicking some button). To find all portals first each tile in the grid system must be associated with a sector using the following steps:

1. Since a static object always belong to exactly one sector, these can be used to determine to which sector all tiles it touches belong to. Start by going through all objects and mark the tiles to the correct sector. This check is best made per sector and per static object.

2. Make a bounding box out of all static objects that belong to sector. All tiles inside the bounding box belong to that sector. In case two or more sector bounding boxes touches the same tile, check if a box does not touch any static object from the other sector and if so it belongs to that sector. If all bounding boxes overlap other static objects, skip setting the tile. This is best (I think) made per tile.

3. Check neighboring tiles in 8 directions (or 4) and continue along each path (north, south, etc) until a tile belonging to a sector is found (stop after X steps). The sector which have been found the most times is the one the tile belong to. This is best done per tile and may in rare occasions give a bad result. Make sure to be able to check portals in editor.

Now simply iterate tiles and look for places where tiles from different sectors meet and place portals.
3.2 Shadow Volumes

(This is not to be used, stored for reference only)

(Not so sure this is a good thingy. Perhaps only use shadow maps or some other way of smoothing the shadow volumes?)

An important change is that shadows can no longer be projected to infinity, since we can not use an infinite far plane (most probably need to calculating positions in light rendering). Instead simply setting some max distance for objects should be sufficient and then project the geometry by that.

Each object only casts shadows from one environment and one detail light, this can also be set so objects casts only from either or none. Shadow cast is determined by mixing all lights that affect the object according to light range, how far the object is from the light and intensity of the light. To get intensity of a light use this formula (scalar is default to 1 and can be set to lower and highten shadow influence of a light): 

intensity = min(object_distance / radius, 0) * max(r, g, b) * avg(r,g,b) *  scalar

At the next step all of the intensities of all shadow casting lights are normalized. And then the final light position is calculated by doing:


Foreach (light) final_pos += light.position * light.normalized_intesity

All shadow casting environment shadows are rendered to the same buffer (stencil, alpha or something else) and then all environment lights are rendered using this shadow buffer. The same is done for the details lights. 

If we want soft shadows volume then we can simply do like this:

1. Render entire stencil to screen. This rendering could be to a smaller render target (since we are going to blur), saving fillrate.  This means the depth buffer needs to change size, which surely is expensive, is it worth the lesser fillrate?

2. Clear alpha to 1.

3. Render quad to full screen and set value where there is shadows to a 0 (or some higher value to get light scatter simulation).

4. Blur the alpha.

5. Render lights and modulate with alpha. Stencil must not be used since it is not accurate because of the blurring.

This will work rather well when using simplified shadow meshes.

Each object should have an optional shadow mesh that is the normal model, but with less polygons. This is especially good for skinned meshes as the CPU based skinning (to calculate triangle normals for shadows volumes) can be greatly reduced. Problem is that self-shadowing can give rise to artifacts, however using “Reverse Shadow Volumes” might solve this, or simply removing self shadowing.  It is unknown how this could be done other than rendering the mesh again, which we really do not want to do.

Detail shadows should be faded out when over a certain distance. Or simply turned off, since there seemingly is no trivial to fade individual shadows. 
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